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Abstract. Although there are models and prototype implementations
for controlling resource use in Actor systems, they are difficult to im-
plement for production implementations of Actors such as Akka. This is
because the messaging and scheduling infrastructures of runtime systems
are increasingly complex and significantly different from one system to
another. This paper presents our efforts in implementing resource control
support for Actor systems implemented using the Akka library. Particu-
larly, given the lack of support in Akka for direct scheduling of actors, we
compare two different ways of approximating actor-level control support.
The first implementation expects messages to actors to provide estimates
of resources likely to be consumed for processing them; these estimates
are then relied upon to make scheduling decisions. In the second imple-
mentation, resource use of scheduled actors is tracked, and compared
against allocations to decide when they should be scheduled next. We
present experimental results on the performance cost of these resource
control mechanisms, as well as their impact on resource utilization.
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1 Introduction

It is becoming increasingly important to control resources in parallel and dis-
tributed systems. Consider, for example, a multi-tenant system where the same
instance of the system can host services for multiple clients simultaneously. This
requires the ability to separate the tenants in the resource space. There is grow-
ing demand for cloud services to control and deliver resources at a fine grain.

One way to support the functional needs of such systems is by implementing
them using Actors [1]. Actors are autonomous concurrently executing active
objects. Actors communicate using asynchronous messages. The model mandates
globally unique names for actors, and these names cannot be guessed, making
it possible for multiple instances of a service (e.g., tenants) to coexist in the
same namespace without interfering with each other. However, managing the
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resource competition between actors requires additional support for resource
coordination, as provided by the CyberOrgs model [2].

There is a growing number of implementations of Actors, including pro-
duction languages such as Scala [3] which supports actors through its Akka li-
brary [4]. Although resource control has been implemented for efficient prototype
implementations of Actors [5], none of the production languages currently sup-
port it. The specific mechanisms making up these solutions do not easily transfer
between languages because of significant differences in their message-handling
and scheduling infrastructures. In other words, the opportunities afforded for
the required fine-grained scheduling are very specific to each language.

This paper presents our implementation of such support as an extension3

for Scala/Akka. Particularly, we compare two different ways of supporting re-
source control for Actor systems in Akka. The first implementation relies on
programmer-provided estimates of resources required to process messages; these
estimates are then relied upon to make scheduling decisions. The estimates could
be obtained analytically or experimentally, manually or automatically. In the
second implementation, the system tracks the resource use by actors to process
messages; these measurements are then compared against allocations to decide
when they should be scheduled next.

The rest of the paper is organized as follows: Section 2 presents related work.
Section 3 presents the designs and prototype implementations of the two resource
control approach we have developed for Akka. Section 4 experimentally estab-
lishes the performance cost of using these approaches, as well as their impact on
resource utilization. Finally, Section 5 concludes the paper.

2 Related Work

There has been growing interest in resource control from various perspectives.
One model for coordinating resources in Actor systems is CyberOrgs [6],

which creates resource encapsulations called cyberorgs in which actors can exe-
cute as long as there are resources. Resources can be traded between cyberorgs.
New cyberorgs can be spawned and existing cyberorgs can assimilate into others.

Where early implementations of CyberOrgs controlled resources for actors by
controlling how long their threads are scheduled for, more efficient production
languages implementing Actors do not dedicate threads to actors. [5] develops
a way of controlling resources for actor systems by manipulating the order in
which actor messages are delivered for processing.

Selectors [7] extend the Actor model to simplify writing of synchronization
and coordination patterns by controlling the order in which messages are pro-
cessed. Selectors have multiple mailboxes, which allow specifying which mail-
boxes can deliver the next message, and which must buffer it.

The programming of resource-efficient concurrent applications is discussed
in [8] where a C++ Actor framework, CAF, is introduced which aims to provide a

3 Available online: https://github.com/ama883/ActorGroup-Akka-Resource-Control-
Lib
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scalable environment for building resource-efficient applications and distributed
systems based on the Actor Model. CAF provides a way for programmers to
monitor the performance of their distributed systems on the runtime through
interactive shells, which gives insights about the runtime characteristics of them.
CAF also grants programmers a convenient access to aggregated information
about resource usage on each node where distributed systems are deployed.

Resource control is also an essential requirement in multi-tenancy where the
same instance of the service can serve the needs of multiple clients simultane-
ously. A requirement for such a system is the ability to manage the resource
competition between the tenants. Amusa [9] is a middleware for efficient access
control management of multi-tenant Software-as-a-service (SaaS) applications.
Amusa enables the service provider to easily constrain the tenants in terms of
the hosting server’s resources. It allows both the service provider and its tenants’
users to express their access rules on the SaaS application level, combines these
rules securely and enforces them at run-time.

In multimedia, MASTER [10] provides a set of toolkits to support cross-
platform application streaming that is able to utilize elastic resources in the
cloud. Application providers can use MASTER to stream their resource-intensive
applications from public clouds to remote users using various types of devices.
Particularly, providers can deploy their applications in a server located in the
cloud, which can be operated to provide multiple streaming sessions simultane-
ously. This can significantly improve resource utilization of the server. MASTER
also provides control over resource acquisition and requests dispatching by lever-
aging request the arrival patterns and the streaming session lengths.

In cloud computing, Apollo [11] is a task scheduling framework, which has
been deployed to schedule jobs in cloud-scale production clusters at Microsoft.
Apollo considers future resource availability on all the servers when taking each
scheduling decision. Resource monitoring in Apollo is done using a Resource
Monitor (RM) component in each cluster. RM aggregates load information from
across the cluster continuously and provides a global view of the cluster status
to make informed scheduling decisions.

Some commercial solutions have also been proposed for resource use monitor-
ing of concurrent systems such as Kamon [12] and Sematext [13] which provide
custom made methods of monitoring resources used by groups of actors. How-
ever, these solutions do not provide a way to control resource use. Google also
launched the Namespaces API [14] in the Google app engine to support multite-
nancy in both Java and Python. Using the Namespaces API, data can be easily
partitioned across tenants simply by specifying a unique namespace string for
each tenant.

3 Design and Implementation

To support resource control in an actor system, we need to control the amount of
resource used by each actor computation in the system. The most direct way to
do so is by controlling the scheduling of the actors’ threads [6]. However, efficient
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production languages such as Scala/Akka do not use one thread per actor; it is
orders of magnitude more efficient to have a pool of threads, where each thread
executes multiple actors [15]. One possibility could be to have a related group
of actors be executed by a thread, and then schedule the threads as required.
The performance would then depend on the number of these groups hosted in
the system.

A different approach to controlling resources for actors is by manipulating
the order in which actor messages are delivered for processing [5]. Although the
level of control afforded by this approach is not as precise as what could be
possible in a one-thread-per-actor implementation, it offers sufficient control for
important classes of applications [5]. In this paper, we apply a similar approach
to actor systems implemented in Akka. The main challenge we faced was the
very different messaging and scheduling infrastructure in Akka’s runtime system,
requiring new algorithms to be developed.

We create resource encapsulations for related groups of actors, called actor-
groups. Each of the actors encapsulated in an actorgroup is called as a managed
actor. A managed actor must be registered in an actorgroup in order to con-
sume its allocated resources. We manage the resource usage of an actorgroup by
controlling the flow of messages sent to its managed actors.

The resource we control in this work is CPU time, counted in 1-millisecond
ticks. Ticks are consumed by managed actors to execute computations triggered
by the arrival of messages. Allocations are made to actorgroups within recurring
time intervals. If a tick available to an actorgroup in an interval is not consumed,
it expires [2]. Allocations to actorgroups are in the form of (ticks-per-interval,
number-of-intervals) pairs, and are intended to be applied immediately. Ticks
allocated to (and consequently owned by) an actorgroup are shared among its
managed actors. An actorgroup is marked as inactive after its assigned ticks are
consumed by its managed actors.

We compare two ways of supporting resource control for Actor systems im-
plemented using Akka, one assuming that there is a way for programmers to
estimate the amount of computation required for processing each message, and
the other without such an assumption. We first describe the system compo-
nents shared between the two approaches, and then discuss the two approaches
separately.

3.1 Shared Components

Message Dispatcher. In Akka, a message dispatcher is considered the core engine
for the runtime system because it controls the processor cycles given to actors.
The dispatcher has access to the global message queue, actors’ mailboxes,4 and
the pool of threads which executes the actors. One of the necessary configuration
settings to Akka message dispatcher is throughput, which defines the number

4 Mailbox is the dispatching unit in Akka, which contains one or more messages that
can be processed in sequence during an interval.
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of messages delivered to an actor at one time. For example, if the throughput is
set to m, and the number of messages queued up in the global message queue
for an actor is n, if m < n, m messages are delivered to the actor in one shot,
and the remaining messages wait for the next turn.

ActorGroup Manager. The ActorGroup Manager is responsible for book-keeping
about ticks consumed by managed actors as a result of delivery of messages. A
new actorgroup interested in receiving resources registers itself with the Ac-
torGroup Manager. Once the registration request is received, the ActorGroup
Manager instantly adds the actorgroup to its resource scheduling, and the ac-
torgroup begins receiving ticks from the next interval on. Although the current
implementation does not have the ability to reserve resources not beginning im-
mediately, a new request can be made at runtime for an actorgroup, overriding
previous allocations.

ActorGroup Runnable. When a message is sent to an actor, the dispatcher first
places it in the global message queue. When it is that actor’s turn to be executed,
the dispatcher queries the ActorGroup Manager about whether the receiving
actor is schedulable, by checking whether its owner actorgroup is still active
(i.e., still owns ticks in the current interval). If the receiving actor is schedulable,
its mailbox is wrapped into an idle thread from the thread pool to create an
ActorGroup Runnable. The dispatcher then moves the right number of messages
for that actor – as determined by the throughput setting – from the global
queue to the actor’s mailbox, and finally tells the runnable to execute the actor
for those messages.

3.2 The Two Implementations

Next, we discuss the differing aspects of the two implementations.

Pre-Estimated Execution Time Implementation This implementation re-
lies on programmer-provided estimations of ticks required to process messages.
These requirements could be estimated analytically or experimentally. We en-
able the providing of these estimates by defining a new type of actor message
which encapsulates expected execution time for a message along with an Akka
actor message.

The number of messages delivered to actors’ mailboxes is controlled using
mechanisms which work within the constraints of Akka’s message dispatcher. In
particular, we add two new components to Akka’s infrastructure. We add a gate-
keeper to the message dispatcher (see Figure 1) to decide whether to deliver or
postpone the delivery of messages for an actor according to the number of ticks
remaining in its actorgroup’s allocation for the current interval. We also add an
observer to an actor’s mailbox to observe the number of ticks consumed by it.
Additionally, we add book-keeping to keep track of actorgroups, their hosted ac-
tors, and their resource allocations. To allow an actorgroup to maximally utilize
its allocated ticks for an interval, we replace Akka’s default FIFO actor mailbox
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Fig. 1. The System Architecture of the Pre-Estimated Execution Time Implementation

queues with first-fit queues. Particularly, in each interval, we begin by delivering
messages in FIFO order until a message is encountered which cannot be delivered
because not enough allocation remains for the interval; only at that time, the
next message which can be delivered within the allocation’s constraints is deliv-
ered next. This is done as long as time remains in that allocation. Because the
too-large message is at the front of the queue for the next interval, and therefore
guaranteed execution then, there is no risk of starvation. Although this changes
the messages’ order of delivery, Actor semantics [1] explicitly allow it.

Figure 2 illustrates how the extension modifies the life cycle of a message.
Particularly, note the observer in the actor mailbox and the gatekeeper just below
that; the rest of the figure essentially shows Akka’s default message dispatching.
Once a thread has been given messages for an actor to execute, for each message
(beginning with the top message in the first-fit queue), the gatekeeper examines
the ticks required for executing it, compares it with the ticks remaining in the
actor’s actorgroup’s allocation for the interval, and executes the actor for the
message only if permissible. The observer reports back the actual number of ticks
consumed in processing the message, which are then deducted from the actor-
group’s allocation for that interval. If the ticks required for the message exceed
the actorgroup’s remaining allocations for the interval, the thread is returned to
the pool, and the actor mailbox (representing the actor’s future computations)
is placed on a queue of mailboxes waiting for the next interval.



Approaching Actor-Level Resource Control for Akka 7

 

 

 

 

 

 

gatekeeper 

Message Queue 

Message Dispatcher  

thread pool 

msg 1 

…
..
 

Actor Mailbox 

deque 

operation 
observer p

er
m

it
 

Receiver 

Actor 
tell d

eq
u
e
 

en
q

u
e
 

1 4 2 

3 

5  

Sender 

Actor 

msg 2 

msg n 

wrap 

run 

6 

Message Queue 

Message Dispatcher  

thread pool 

msg 1 

…
..
 

Actor Mailbox 

observer 

Receiver 

Actor 
tell d

eq
u
e
 

en
q

u
e
 

1 4 2 

3 

5 

 

Sender 

Actor 

msg 2 

msg n 

wrap 

run 

Fig. 2. The Modified Life Cycle of Message Dispatching in the Pre-Estimated Execu-
tion Time Implementation

Figure 3 shows a code snippet illustrating how an actorgroup would be cre-
ated and allocated processing time in terms of ticks per interval and number
of intervals. As mentioned before, our solution is implemented as an exten-
sion to Akka where an ActorGroupExtension object is used to initialize a new
ActorGroup object through the createActorGroup method. First, a number of
configuration variables are set: interval size is set to 1,000ms; tick size is set to
1ms which gives us 1,000 ticks per second; the throughput is set to 1.

Two ActorGroup objects are initialized: the first actorgroup, group1, is as-
signed 100 ticks per interval for 10 intervals; while the second group, group2,
is assigned 300 ticks per interval for 10 intervals. In this example, we define
two types of managed actors: lightActor and heavyActor. lightActor exe-
cutes light-weight computations which would take less execution time than the
heavyActor does. Two instances of lightActor and heavyActor are registered
to group1 and group2, respectively. The ActorGroupMessage class is used for
creating messages in which the programmer also specifies the number of ticks
needed for processing the message. Then ten messages are sent to the four actors
in sequence. The system schedules the delivery of these messages according to
the allocations of the actorgroups to which the target actors belongs.

Post-Measured Execution Time In this implementation, the system mea-
sures the actual time taken by managed actors to process messages. To do this,
the ActorGroup Runnable adds two hooks, before and after the original message
processing respectively, in order to calculate the number of ticks consumed and
report the result to the ActorGroup Manager. After a message is processed, the
runnable reports the number of ticks consumed in processing it, to the Actor-
Group Manager. The ActorGroup Manager then deducts these ticks from the
receiving actor’s owner actorgroup’s allocation for the interval. This is illustrated
in Figure 4.
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// i n i t i a l i z e two ActorGroup in s t ance s
var group1 : ActorGroup = ActorGroupExtension ( actorSystem ) .

createActorGroup ( ”group1” , 100 , TimeUnit .MILLISECONDS, 1 0 )
var group2 : ActorGroup = ActorGroupExtension ( actorSystem ) .

createActorGroup ( ”group2” , 300 , TimeUnit .MILLISECONDS, 2 0 )

group1 . i n s e r t A c t o r ( l i gh tActo r1 ) // add l i g h tAc t o r 1 to group1
group1 . i n s e r t A c t o r ( l i gh tActo r2 ) // add l i g h tAc t o r 2 to group1

group2 . i n s e r t A c t o r ( heavyActor1 ) // add heavyActor1 to group2
group2 . i n s e r t A c t o r ( heavyActor2 ) // add heavyActor2 to group2

val r = s c a l a . u t i l . Random // genera te random va lue s

/* send 10 messages wi th d i f f e r e n t expec ted execu t i on t imes to
both the l i g h t and heavy ac to r s */

for { i <− 1 to 10} {
l i gh tAc to r1 ! new ActorGroupMessage ( i , r . next Int (20) ,

TimeUnit .MILLISECONDS)
l i gh tActo r2 ! new ActorGroupMessage ( i , r . next Int (20) ,

TimeUnit .MILLISECONDS)

heavyActor1 ! new ActorGroupMessage ( i , r . next Int (50) ,
TimeUnit .MILLISECONDS)

heavyActor2 ! new ActorGroupMessage ( i , r . next Int (50) ,
TimeUnit .MILLISECONDS)

}

Fig. 3. A Usage Example for the Pre-Estimated Execution Time Implementation

One limitation of this implementation is that the ticks required for a message
may exceed the actorgroup’s remaining allocations for an interval. This leads
to a delay in the start times of subsequent intervals. To offset this delay over
time, the system does two things. First, it does not schedule the actorgroups
exceeding their allocations until after passage of the number of intervals over
which those ticks should have been received. Second, it reduces the sizes of
subsequent intervals by the number of ticks allocated to the badly behaving
(and now unscheduled) actorgroups. A similar approach can also be implemented
for the pre-estimated implementation if the programmer provides inaccurate
estimations of the ticks required to process messages.

Figure 5 illustrates how the extension modifies the life cycle of a message in
the post-measured execution time implementation. Figure 5 is very similar to the
one for the pre-estimated execution time Implementation (Figure 2), except that
there is no need for the gatekeeper because this implementation allows messages
to be delivered if their receiving actorgroups are still active at the delivery time.
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Fig. 4. The System Architecture of the Post-Measured Execution Time Implementa-
tion

A usage example of the post-measured execution time implementation is
presented in Figure 6. This code snippet is very similar to the one for the pre-
estimated execution time implementation (Figure 3), except that there is no
need for the ActorGroupMessage class because the run-time system measures
the actual time taken by managed actors to process messages.

4 Evaluation

We primarily set out to experimentally determine how our two implementations
of a resource control extension compare in terms of performance with each other
and with just using Akka without any resource control. For each of these, we
measured the time taken per message processed, beyond what was required for
processing the message (i.e., carrying out the actual computation). Additionally,
for the pre-estimated-execution-time implementation, we measured the system
idle time resulting from using the approach. For the post-measured implemen-
tation, we studied the impact of badly behaving actor on the quality of control
exercised by our extension.
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Fig. 5. The Modified Life Cycle of Message Dispatching in the Post-Measured Execu-
tion Time Implementation

4.1 Experimental Setup

Our experiments were carried out on a machine with a 2.6GHz quad-core Intel
i7 processor and 8GB of RAM, and running Windows 7. We used Scala version
2.11.8 with Akka version 2.4.10 running on JVM 1.8. We set the minimum and
the maximum number of active threads in the pool, called parallelism-min and
parallelism-max, to 8 and 64, respectively. The parallelism-factor is set to 8. The
parallelism-factor is used to determine the thread pool size (i.e., the core number
of threads) at start-up, using the formula: ceil (available processor’s cores x
parallelism-factor). The resulting size is then bounded by the parallelism-min
and parallelism-max values. However, if a new task is submitted to the pool and
there are fewer threads than the maximum pool size, an additional thread will be
created as long as the maximum pool size is not exceeded. The parallelism-min,
parallelism-max and parallelism-factor settings for each pool of threads provide a
way to dynamically size these pools based on the number of CPU cores available.

We generated a set of artificial message loads to simulate the sending of mes-
sages to different actors hosted in multiple actorgroups. To simulate real(istic)
applications, the time required for processing these messages, and the number
of actors per actorgroup is distributed over a normal distribution function. For
example, we picked random values with a mean of 10ms to represent the pro-
cessing time of a message. We also picked the number of managed actors per
actorgroup using the same method.

For all our experiments, we set the interval size to 1,000ms. To avoid adding
the registration delay to our measurements, we started our measurements at the
beginning of the first interval after all actorgroups had been registered.

Each experiment was carried out 10 times.
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// i n i t i a l i z e two ActorGroup in s t ance s
var group1 : ActorGroup = ActorGroupExtension ( actorSystem ) .

createActorGroup ( ”group1” , 100 , TimeUnit .MILLISECONDS, 10)
var group2 : ActorGroup = ActorGroupExtension ( actorSystem ) .

createActorGroup ( ”group2” , 300 , TimeUnit .MILLISECONDS, 20)

group1 . i n s e r t A c t o r ( l i gh tActo r1 ) // add l i g h tAc t o r 1 to group1
group1 . i n s e r t A c t o r ( l i gh tActo r2 ) // add l i g h tAc t o r 2 to group1

group2 . i n s e r t A c t o r ( heavyActor1 ) // add heavyActor1 to group2
group2 . i n s e r t A c t o r ( group2 ) // add heavyActor2 to group2

/* send 10 messages to the l i g h t and heavy ac to r s */
for { i <− 1 to 10} {

l i gh tAc to r1 ! i
l i gh tAc to r2 ! i
heavyActor1 ! i
heavyActor2 ! i

}

Fig. 6. A Usage Example for the Post-Measured Execution Time Implementation

4.2 Overheads

There are three potential sources of significant overhead in our resource control
extension. They are related to three types of context switches taking place in the
system: message-to-message, actor-to-actor, and thread-to-thread. We carried
out a set of experiments to determine the impact of each.

In order to isolate the impact of each parameter on the performance of our
two approaches for resource control, wherever possible, we varied one parameter
while setting all other parameters to values for which our approaches performed
close to Akka (without resource control). These values were determined by trial-
and-error.

Message-to-Message Context Switching We ran a set of experiments to
determine the impact of message-to-message context switches, which happen
when one message’s execution completes and the next message’s execution be-
gins. We used 100 actorgroups, each hosting 1 actor; 100 messages were sent to
each actor. The throughput parameter was set to 100. Figures 7 and 8 show
how the message processing time impacted the added overheads for the default
Akka, pre-estimated execution time implementation and post-measured execu-
tion time implementation. Figure 7 shows that the curves diverge significantly
between 10ms and 100ms message processing times. Figure 8 shows this on a
linear scale between these two points, where the divergence begins to happen
around 50ms, meaning that the added control of our approaches comes at neg-
ligible cost for coarser-grained tasks, with message execution times above 50ms.
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For tasks smaller than that, neither native Akka nor Akka with our extensions
has affordable overheads. Also, note that the overheads for the pre-estimated
implementation are slightly higher than those for the post-measure one; we be-
lieve this to be because of the additional per-message check for whether the
actorgroup has sufficient ticks in the current interval to deliver the message to
its target actor.
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Fig. 7. The Effect of Changing the Message Time on the Per-Message Overhead Per-
centage: Exponential Scale

Actor-to-Actor Context Switching There are two potential sources of over-
head in actor-to-actor context switches. First, the throughput setting, determin-
ing the number of messages an actor can process together at a time. Second,
synchronization required for book-keeping about the hosting actorgroup’s re-
maining resources.

We carried out a set of experiments to see the effect of changing the throughput
parameter on performance. We used 100 actorgroups each containing 1 managed
actor; 100 messages were sent to each actor. Each message required 100ms to be
processed.
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Figure 9 shows the results. Although the overhead stays roughly between
14% and 15% for Akka without resource control, it ranges from about 17% to
24% for the pre-estimated implementation, and from about 14% to 21% for post-
measured. This represents an additional 0–3% overhead for the 100 throughput
case, and an additional 6–9% additional overhead for the 1 throughput case,
where an actor only processes one message at a time. These results suggest that
it will be important to have high throughput values – and correspondingly a
larger number of available messages for actors to process – to keep this overhead
low.

The other potential source of overhead is the synchronized access to the
variable current-number-of-ticks tracking the number of ticks remaining in
the actorgroup’s allocation in the current interval. There is a separate variable
for each actorgroup. Because this variable needs to be read before allowing a
message to be delivered to an actor, and needs to be revised every time one
of the concurrently executing actors finishes processing messages, access to the
variable needs to be synchronized.

We ran two sets of experiments, one to determine the impact of increasing the
number of actors hosted by an actor group, and another to determine the impact
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of increasing the number of actorgroups while keeping actors-per-actorgroup
constant.

For the first set of experiments, we used one actorgroup, and sent 10 mes-
sages to each actor hosted by it. A message required 100ms to be processed.
throughput was set to 10. Figure 10 shows the effect of changing the number of
actors per actorgroup on the added overheads. There is between about 1.4% and
2.1% additional overhead on top of Akka’s own overhead over the wide range
between 1 actor per actorgroup and 100,000 actors per actorgroup. It turns out
that this overhead is explained by the suboptimal value of 10 we used for the
throughput – instead of 100; a higher throughput would not have been mean-
ingful because only 10 messages were sent to any actor. We ran an experiment
to measure the additional overhead of our solutions on top of Akka’s when the
throughput is set to 10, and the number of messages is set to 10 as well. This
additional overhead of our solutions on top of Akka’s was found to be between
about 1.3% and 1.9%, accounting for a large part of the 1.4% and 2.1% gap
observed in Figure 10. In other words, the number of actors per actorgroup is
not a significant contributor to added overhead of our approaches.

For the second set of experiments, each actorgroup hosted 1 actor, and 100
messages were sent to each actor. A message required 100ms for being processed.
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Fig. 10. The Effect of Number of Actors per Actorgroup on the Per-Message Overhead
Percentage

throughput was set to 100. Figure 11 shows the results. Where the per-message
overhead of using Akka without resource control support stays constant around
15% with respect to the number of actorgroups, although it is between 15% and
16% for our two approaches for 1,000 or more actorgroups, it begins rising log-
arithmically (as suggested by linear increase over exponential scale) to between
23% and 24% for a single actorgroup. This suggests that our approach performs
best for larger numbers of actorgroups. For fewer actorgroups, resource control
comes at a cost which increases logarithmically as the number of actorgroups
decreases.

Thread-to-Thread Context Switching The primary factor which affects the
thread-to-thread type of context switching is the number of threads active in the
system. The JVM scheduler decides the share of CPU cycles given to each active
thread in the pool; then the scheduler switches from executing one thread to the
next in the thread queue. We carried out a set of experiments to see the effect
of changing the number of active threads in the pool on performance.

For this set of experiments, we used 100 actorgroups each of which contains
1 managed actor. 100 messages were sent to each actor, each requiring 100ms to
process. throughput was set to 100. In order to precisely control the number of
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centage

active threads, we set the parallelism-min and parallelism-max parameters
to the same value.

Figure 12 shows the effect of changing the number of active threads on over-
heads. There appears to be relatively little impact of the number of threads on
overhead for all cases for thread pool sizes greater than 8; for lower sizes, there
is a logarithmic increase (suggested by linear increase on the exponential scale).
There is virtually a constant performance difference between Akka (without re-
source control) and the post-measured implementation (of about 4%) and the
pre-estimated implementation (of about 5% to 6%). 2.4% and 3.3%, respectively,
of this overhead is accounted for by our use of 100 actorgroups for the experiment
(see Figure 11).

The higher overheads observed for the resource control extensions are be-
cause of the (known to be) suboptimal settings we used for throughput, message
processing time, and the number of actorgroups.

4.3 Idle Time for Pre-Estimated Execution Time Implementation

In the pre-estimated execution-time implementation, if the remaining allocation
for an actorgroup is insufficient to process any messages in the first-fit queue,
the system remains idle until the beginning of the next interval.
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We carried out a set of experiments to determine the percentage of idle time
per interval as message processing time varies between 10 and 100. We used 10
actorgroups each hosting only 1 actor. 100 messages were sent to each actor.
throughput was set to 100, meaning that all messages were always immediately
delivered to each actor. As shown in Figure 13, as the message processing time
increases, the chance of having fully-utilized intervals decreases, and accordingly
the percentage of idle time per interval increases. Most notably, we found that
the percentage of idle time per interval stabilizes at 4.9% beyond 90ms message
processing time. This needs to be viewed in the context that an interval is of
1,000ms duration, and if each actorgroup has a share of 100ms on average,
roughly half the times, the 10th actorgroup will not be served in the interval
because serving it would exceed the 1,000ms limit for the interval. This would
lead to an average of 50ms of idle time, which is 5% of 1,000ms. This happens
because the granularity of allocation (i.e., each actorgroup’s share) is 10% of the
time interval. In other words, the maximum idle time can be expected to be half
of the granularity of allocation.

4.4 Quality of Control

We finally examined the level of quality of control achieved by the post-measured
execution-time implementation in the face of actorgroups using ticks in excess
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Fig. 13. Percentage of Idle time Per Interval in Pre-Estimated Execution-Time Imple-
mentation

of their allocations. Recall that we reduce the size of the interval when an actor-
group uses excess resource in an interval. The degree of this downsizing becomes
a convenient measure of the impact of badly behaving actorgroups.

We simulated the bad behavior by running a number of badly behaving
actorgroups with their over-allocation times distributed over a long-tail Poisson
distribution function. Specifically, we used 100 actorgroups, each hosting 1 actor.
1 message is sent to each actor at the beginning of each interval, each requiring
an average of 10ms processing time, so that each actorgroup has a share of
10ms per interval, given that the interval size, as always, was set to 1,000ms.
The over-uses we experimented with were averaged at 10ms, 50ms, 100ms and
150ms overtime per message. We restrict that over-uses to only 10% of the
number of actorgroups in our experiment. This is translated to a cumulative of
100ms, 500ms, 1,000ms and 1,500ms overtime per interval. throughput was set
to 10. Then we measured the percentage of interval downsizing to assess the
impact of this bad behavior.

Figure 14 shows the results. The percentage of interval downsizing decreases
over time, and eventually stabilized for all four cases. This means that our ex-
tension can bound the effect of that continuous bad behavior over time.
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5 Conclusions and Future Work

In this paper, we presented an approach to support resource control for Actor
systems in Akka. Particularly, we described our design and implementation of
two different Akka extensions which work within the constraints of Akka’s mes-
saging and scheduling infrastructure, to control resources for groups of actors.

We carried out several sets of experiments in order to establish sources of
overheads, paying particular attention to three types of context switches hap-
pening in the system. The results showed that the overhead depends on various
granularity characteristics of the systems, most notably the sizes of the compu-
tations resulting from individual messages, the opportunity to process a large
number of messages at a time, and the sizes of the actor groups being provided
resources.

In additional sets of experiments, we looked at the impact of message process-
ing times in the pre-estimated execution-time approach on resource utilization
of the system. The resulting idle time was found to be related to the granularity
of resource allocation. We also looked at the impact of badly behaving actor
(i.e., actors using excessive resource) in the post-measured implementation on
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the quality of control exercised by the system. Particularly, we looked into a way
of compensating for poor behavior by lowering allocation of resources to such
processes in subsequent intervals until control is restored. We found that our
extension can bound the effect of the bad behavior over time.

We are looking into opportunities for generalizing our approach. Multiple
coordinating actorgroup managers can be implemented to support distributed
computation clusters. We also plan to add support for advance reservation of re-
sources. Finally, we want to further strengthen our evaluation using case studies
involving real applications.
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